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ABSTRACT

Internet users do not find it easy to retrieve information that is relevant to their need. In addition, business users appear increasingly intolerant of the long list of irrelevant documents retrieved by Internet search engines. More specifically, where a specific domain is being searched, the tolerance for unwanted search results is even lower.

This project demonstrates through a company’s case study, and the design of a document retrieval system that the use of text analysis, classification and information filtering, combined with domain knowledge, can improve the accuracy of retrieval. 

Through a comparison of different techniques it also suggests that the least complex relevance measurement algorithms such as the number of search terms in a document are the most effective. 

Finally, it highlights the strengths and weaknesses of the document categorisation products commercially available and their suitability in meeting the requirements of a specific organisation. 

The system was developed in four phases: a study of the retrieval issues faced by the company and its audience on the Internet, an analysis of the characteristics of the documents to be retrieved, the experimental design of different algorithms, and the evaluation of the system, based on the way the selected audience judged the results of Internet search engines. 

Finally, this project demonstrates that the effectiveness of a document retrieval system cannot be measured through the short-term evaluation of a limited group of users and presents an innovative solution called Auto-Evaluation System in order to address this issue.

Chapter 1

BACKGROUND
1.1 Information growth. Opportunities and Threats.

The Internet has brought about opportunities for individuals and companies to manage information more effectively.  It has provided easier and faster access to a large amount of information for people to receive, send, and share with others across the world.  As a result of that, Forrester estimates that the global electronic commerce market will be worth $ 1.4 trillion in 2003. [1.1] 
However, since it is easy to create, share, and store data, it has become more difficult to find information that is relevant to a user’s need: 

In a study of fifteen large commercial sites users were able to find the information they were looking for only 42% of the time. [1.2]

Also, “On average, Web-rage is uncaged after twelve minutes of fruitless searching [using An Internet search engine], although about seven percent of the 566 people surveyed by Roper Starch Worldwide say ire starts rising within three minutes.” Furthermore, “A great majority, (86 percent) of Internet users feel that a more efficient way to search the Web for accurate information should be in place," Roper Starch Worldwide researchers stated.[1.3]

The problem of improving the results of searches made on the Internet has been the concern of a large number of parties: individuals, who use the web to satisfy their day-to-day information needs; researchers and developers, who have spent the last ten years designing better systems for searching the web; finally, business users, whose activities have started to rely on the effective and fast retrieval of information from the Internet. 

However, “the priorities that IR [information retrieval] researchers place on research issues are not necessarily the same as those of companies and government agencies that use and sell IR systems. Understanding those priorities and the operational experience behind them will be part of the process of deciding which issues are of fundamental importance and which are more transient”. [1.4] 

Based on the above, it appears that the best way to tackle information retrieval problems is to investigate the issues experienced by these different parties with the aim of identifying solutions that can satisfy their different needs. This is what this project aims to achieve. The issues to be addressed are set out below.

1.2 Users’ Issues

In most cases, and with most search engines, users must guess the keywords that are contained in a document, in order to retrieve a relevant document. Then they have to search through a long list of results. So for example a simple search on “London hotels” on Google returns 1,500,000 websites. This means that even if 1% of the returned websites were relevant, users would have to search through 15,000 websites. The problem is that the average human can only hold five to nine pieces of information in memory at a time. [1.5]. Also, most searchers only tend to look at the first ten results of a search. [1.6]

To increase the probabilities of retrieving a relevant document, some Internet users are obliged to formulate complex searches using several keywords, Boolean operators, wild cards, and even vectors. Still, in some cases, the information required cannot be found. This has happened in various occasions during this project. When searching for “repertory hypergrid” for example, only one relevant document was found. 

In worst cases, users have to wait for large documents to download until they can find that the information they require is not available. This does not encourage users to continue their search on the Internet but does encourage them to try alternative search tools. 

Also, “Web search engines generally treat search requests in isolation. The results for a given query are identical, independent of the user, or the context in which the user made the request.” [1.7] 

Hence, the question: “How can we find relevant and pertinent information on the Internet to make informed decisions?”. [1.8]

1.3 Researchers’ and Developers’ Issues

Internet search engines use algorithms based on theories that were known, established, and first explored empirically in the 1950's. [1.9] 

On the other hand, new solutions have been investigated to make searching more effective in a large number of specialised fields: web farming, information retrieval (IR), information filtering, data mining, artificial intelligence (in particular, natural language processing, machine learning and clustering). These disciplines have evolved from other areas of research such as statistics, probability theory, information theory, linguistics, logic, and mathematics. 

Experts explain that the problem of extracting relevant information from data occurs when the data is not structured. [1.10] This applies to most of the information freely available on the Internet. In a study conducted in year 2000 the percentage of unstructured data to the total amount of data produced in the world was estimated at 85%. [1.11] And it is still growing. [1.12]

"Web farming", which focuses on data structure needs, and data mining techniques, concerned with how to return more accurate and relevant data in a response to a user’s query, have led to the development and use of document management systems. Document Management Systems enable users to perform data mining on structured information. 

However, the information has to be structured by humans first before any data mining activity can be performed. Therefore, most of these systems need the domain experts to classify the documents or the document authors to assign meta-data such as “author”, “issue date” and additional keywords to the documents. The costs and resources involved in creating and maintaining such a data structure are problematic for small-to-medium sized organisations. This is not always possible in the case of information freely available on the Internet. 

The Extensible Markup Language (XML) has suggested solutions to reduce the efforts and the costs required by organisations to manage data. [1.13] 

However, it does not seem to be easy for a small-to-medium sized organisation to convert all its data into this format, particularly when most of the data is in Adobe PDF format. Adobe does not currently support XML.  The additional resources and costs required to achieve this are not usually within the budget of small to medium sized organisations.  

Popular search engines such as Google [1.14] use information filtering systems and clustering technologies in order to meet specific users’ needs. [1.15] [1.16]

Information Filtering Systems collect users’ profiles and use machine learning techniques to rank documents either based on content rating or based on the users’ preferences. (e.g selection of pages) It appears that there will be an increasing demand of this type of product in the future, [1.17] due to their wide range of possible usage such as email filtering, news’ routing and recommendation of most cost-effective products to Internet users. 

Clustering technologies consist of information systems’ algorithms which instead of  displaying the documents in a ranked order, present different themes to the user that emerge from the documents in the form of clusters of documents. So the users, by choosing the cluster of their interest, can quickly find the information relevant to their needs.
Search engines and packages which belong to this category are now widely available on the Internet. (e.g. Google News, Northern Light, WiseNut, Query Server, Mearf)

However, the majority of these systems use a combination of algorithms which require intensive computation and whose effectiveness depends on the documents to be retrieved and on the user’s query. So it can only be determined empirically (by trial and error).

Another problem is that most of the previous research in the Information Retrieval (IR) field has made use of static or semi-static document collections, related to libraries and to small, well-controlled and relatively homogeneous collections. (e.g. scientific papers, news stories, Text Retrieval Conference collection, Reuters Collection).

However, the Internet context is highly dynamic, and the documents vary in length and structure.  As a result, it appears that IR theories and their suitability need to be reviewed within the context of the Internet. 

Based on the above, testing the use of these techniques on a specific set of documents to be retrieved by a known group of Internet users seems to be a promising way to develop and evaluate these technologies. 

A large number of algorithms have been developed by programmers to enhance information retrieval. Some of them are freely available on the Internet.

However, the choice of the algorithms is either not justified or it is based on the assumption of an expert in a certain field without a demonstration of their effectiveness. [1.18] To make Internet searches more accurate, it appears that the reasons for using one formula as opposed to another to solve a particular information retrieval problem need to be understood.

Also, there is a tendency among programmers to think that users should make advanced searches if they cannot find the information they need on the Internet. This leads to the design of search engines offering a “basic search” and complex “advanced search” interfaces, which in most cases rely on the accuracy of the user’s selections, ability to use complex operators and search profiles. [1.19]

Based on the above, it seems that developers expect users to become programmers! On the contrary, programmers should write algorithms with the users in mind.

1.4 Business Users’ Issues

Failing to combat information overload can affect the performance and profit of an organisation. [1.2] Therefore, in order to structure the information produced, organisations have started looking into solutions, manual and automated, to correlate, categorise, and analyse the documents they produce. 

A recent survey from Delphy Group of four hundred fifty US enterprise organisations concluded that over 90% of them aim to have a “taxonomy plan” within the next two years. Also, 55% of them currently classify documents with a combination of manual and software based approaches. [1.8]

On the other hand, for small-to-medium sized organisation, the choice of a system for classifying documents is problematic. In particular, it is difficult to create and maintain the classification of constantly changing documents, and the costs and resources required for this operation cannot always be found by small-to-medium organisations. [1.8] 

This raises the question of whether classifying information can really help organisations solve their information retrieval problems or whether alternative solutions should be considered.

Certainly, if ‘general’ users are not prepared to accept the inaccurate results produced by the search engines that are freely available on the Internet, it is likely that business users will be less tolerant. 

Therefore, as technology develops and more people access information online, the demand will be towards tools that can retrieve information with greater precision, access and ease of use: “A tidal wave of content will soon hit click-and-mortar sites. To succeed, firms need the right mix of best-of-breed tools, open standards, and improved processes.” [1.20]

The analysis of the solutions proposed by researchers and a company’s case study are used in this project to design a system that can meet this challenge.

1.5 The ELEXON Information Retrieval Case-Study

Developed for and sponsored by the London based Balancing and Settlement Code Company (ELEXON Ltd), serving organisations trading electricity in England and Wales, this project investigates the problems that a particular group of Internet users have on a daily basis with retrieving documents from a B2B (Business-to-Business) public website. The project aims to address two problems:

1. The problem for users to retrieve relevant documents from the ELEXON site

2. The need for ELEXON to tag and classify documents and the high costs and additional resources involved with this operation.

The main problem is that “Current systems are not adequate. Organisations planning on developing a taxonomy [document classification] strategy remain unsure about how to do so…” [1.8] 

To demonstrate the seriousness of this issue, Applied Semantics, one of the leaders in the categorisation software market, who claim to be able to automatically categorise documents based on sophisticated “ontologies” (semantic relationship between terms), categorised ELEXON documents under the following categories: radio, music and cinema! (see Appendix A) The categories were sent by Applied Semantics to ELEXON as a demonstration that categorisation can be fully automated! This shows the limitations of the current technologies as well as the issues of having to deal with vendors who do not consider the business requirements of an organisation.
Despite these unpromising results, this project aims to demonstrate the following hypothesis:

By using text analysis, classification, and information filtering the search of documents on the ELEXON site can be made more accurate.

In order to demonstrate this hypothesis, the project aims to meet three objectives:

1 To design an information retrieval system that can benefit from a well controlled document collection and a known group of Internet users

2 To design a system that can demonstrate the benefits of using Text Analysis, Classification, and Information Filtering for more accurate retrieval of ELEXON documents

3 To demonstrate whether “automatic classification” or “manual categorisation” or a combination of both is what ELEXON needs to help the users retrieve documents more accurately from the site 

In order to meet the third objective, this project aims to answers the following questions:
1.  Firstly, is automatic classification the most cost-effective way of classifying ELEXON documents? 

2.  Also, are there software packages that are available in the market place which are capable of creating categories as well as being able to populate them automatically and “accurately” without requiring human input?

3.  If yes, what are the costs and resources involved with their implementation? If not, what alternative solutions can be used to address document classification problems and what would be the costs?

4.  If yes, what criteria should be followed in the selection of a suitable package? 

4.1 Does the tool suggest classifications for humans to review? Or should the users be able to set the classification rules first? What level of quality control will be necessary?

4.2 What impact does the set of documents to be classified has on the selection of appropriate software? 

4.3 Is it possible that certain algorithms are not suitable to classifying ELEXON documents? 

4.4 Does the number of documents to be classified affect the choice of one product as opposed to another? 

4.5 Are there scalability issues to be considered in the choice of the final product?

4.6 What standards should the product support? (e.g. XML)

4.7 What resources (key roles) should be considered by ELEXON internally to manage the product effectively in the long-term? (including search engine development)

4.8 Does the product offer the possibility of adding extra functionality (e.g. macros)?

4.9 Does the product integrate with content management systems (CMSs) and legacy systems?

4.10 What products are most suited to meeting the ELEXON document categorisation requirements?

The answers to all these questions will help ELEXON make an informed decision on its “document classification” strategy and on the purchase of suitable software to implement this strategy.

1.6 Summary

The Internet has created information growth. This has caused information overload. Different parties have investigated the issue of retrieving information relevant to a user’s need. These user types include individuals, researchers, developers and business users. 

Individuals do not seem to be satisfied with the results produced by the search engines that are freely available on the Internet, nor by the advanced features offered by them. This is because users do not want to search. They want to find.

Researchers have only recently started to tackle information retrieval issues from the point of view of the different parties involved and their suitability within the context of the Internet. This has led to the arrival of a number of promising technologies. 

However, their effectiveness can only be measured empirically (by trial and error) on a specific set of documents to be retrieved by a known group of Internet users. This does not appear to be the technique that is currently used by programmers to design search engines.

Users who rely on information that is gathered on the Internet for business purposes will no longer accept the fact that they have to wade through long lists of documents before one relevant document can be found. 

An issue that all organisations have started to address is the need to classify documents to aid information retrieval. This is because without a quality data structure, crucial business information cannot be retrieved relatively fast and accurately, nor informed business decisions made. The manual or automatic classification of documents is an activity that requires high costs and resources, which small-to-medium sized organisations cannot easily afford. [1.8]

This project makes use of the ELEXON Information Retrieval case study in order to address two issues:

1.  The problem experienced by the ELEXON Stakeholders in retrieving relevant documents from the ELEXON site.

2.  The high costs and additional resources required by ELEXON to tag and classify documents, as required to aid information retrieval.

The project aims to address these issues through the demonstration of the following hypothesis: 

By using text analysis, classification, and information filtering the search of documents on the ELEXON site can be made more accurate.

The knowledge gained during the design of the system will be used at the end of the project to advise ELEXON on the most appropriate “document classification” strategy and on the purchase of suitable software to implement this strategy.

CONCLUSIONS 
(from last chapter of report)
Internet Users Findings:

1. Retrieving documents from an average of four ELEXON website’s categories is inconvenient for the users, particularly if we consider that they visit the site 1-5 times a day.

2. Some users complained about the number of levels they have to drill down in order to locate a document on the ELEXON site.

3. The  most popular categories are the most difficult to search (i.e Modifications and BSc and Related Documents).

4. When users don’t know what they are looking for they find it difficult to locate documents on the ELEXON site. 

5. Users are not willing to spend more than five minutes to retrieve a document. 30% of the users queried spend more than 30 minutes each time!

6. More than 50% of users recognise that there are information retrieval problems to be addressed

7. 40% of users welcomed the idea of organising documents in categories and the possibility of downloading document bundles

8. Users seemed to use different search methods (searching, browsing and navigation). This needs to be considered in the re-design of the site

9. 60% of users would like to search documents by “title” and 40% of them by “acronym”. Currently they can’t.

10. The ELEXON search engine is only used by 30% of the users because it is not very helpful.

11. The ELEXON website’s log files showed that the users remain on the homepage for 35 seconds on average while they seem to abandon the search page after only 23 seconds!

12. The ELEXON search engine’s issues which need to be addressed ASAP are as follows: 

· Large number of irrelevant and unrelated documents retrieved

· No “title”, “acronym”, “date”, “author”, and/or “document type in results page

· No possibility to search using meta-data

· “Ambiguity” of NETA language and “vocabulary mismatch problem

13. Also, most users tend to have specific requirements (e.g one user might want to retrieve the latest Modifications Register, another user might be interested in modifications that have been rejected, another user might want to retrieve modifications that have been implemented months ago).

14. Having to fill in the disclaimer each time that a BSc and Related document has to be downloaded from the ELEXON site was perceived as an issue.

15. Another issue was the difference in the terms used by ELEXON from the terms the users are familiar with. (there was a request that ELEXON provides a glossary of industry terms and a list of acronyms to help address the “vocabulary mismatch” problem)

16. Overall, all users found the general website’s categories defined by ELEXON useful but not sufficient to satisfy their information retrieval needs

17. Users are reluctant to change. However 50% of them recognized the need for site usability improvements.
Project Achievements and Future Research:

1. A System To Assign Meaningful Keywords To The ELEXON Documents. In the final testing exercise carried out by internal ELEXON users all the algorithms designed in the M.Sc. project outperformed the ELEXON search engine! 

Two algorithms appeared to perform better than the others: the Boolean and stemmed IDF algorithms. 

2. A System To Assign Additional Keywords (Meta-Data) to the ELEXON Documents. The document classification system described in the report represents a cost-effective solution for ELEXON to classify and tag the documents produced within the company.

The meta-data collection products identified in the market do not offer valid alternatives in terms of  “automation”, “accuracy”, and “costs” to the system described in the report. (see chapter 5)

3. A System to Collect and Search Industry-Specific Synonyms. The design and maintenance of an ELEXON thesaurus (or “controlled vocabulary”) is key to the effective retrieval of ELEXON documents. The implementation of this system will allow ELEXON to make effective use of a document management system in the future. Given the special requirements of the ELEXON documents, the thesaurus should be designed with the goal to meet these requirements. The report provides guidelines for the design and implementation of such system using “term clustering” techniques. 

4. A Solution to Filter Documents According To Meta-Data and to the Needs Of The Users. To satisfy the different information needs of the ELEXON Stakeholders, content-based and collaborative filtering solutions were designed. (see chapter 5 of report) For the system to reach a higher approximation to accuracy, a solution to filter documents according to users’ needs and to find a compromise between the users’ point of view and ELEXON was presented.

5. A System to Reduce Document Vectors’ Comparisons. To reduce the computation required by the system to calculate the relevance of a large number of vectors against a query, the long-term solution presented in the report was to cluster the terms (controlled vocabulary) documents have in common as well as the users’ profiles. (see chapter 4 and 5 of report)

6. A System Relational Data Model. A database system was conceptually designed (see chapter 5 of report) for ELEXON to store document meta-data information. (e.g title, author, date of issue, keywords, document acronyms, industry terms, synonyms)

7. A System for the Automatic Evaluation of the Performance of the Algorithms. The Auto-Evaluation system described in the report, which uses machine learning techniques, will enable ELEXON to automatically evaluate the accuracy of the ELEXON information retrieval system without further testing required from the users and will always allow the Stakeholders to use the algorithms which in their view perform better. 

8. A Vendors’ Review And Product Recommendation. All automatic document categorisation software identified in the market requires a significant amount of human input. Verity’s Intelligent classification software (with initial implementation costs of £100,000 and yearly maintenance costs of £14,000) was recommended to ELEXON because it uses accurate algorithms which can be trained in less time. Also, it is flexible, easy to administer, and fine-tune. Finally, it provides ELEXON with information filtering functionality, which can be developed as described in the report. This product provides a general English language thesaurus. However, the industry-specific controlled vocabulary needs to be built and maintained by ELEXON. (no categorisation products can provide this) A pilot-test should be run in agreement with Verity to further evaluate this product with at least 1000 documents. For the evaluation to be effective, mis-classified documents should be physically moved to the appropriate categories by one business user for a short period of time. (training)

9. A System which will allow ELEXON to use Knowledge Management Applications in the future. The classification system presented in the report will enable ELEXON to make use of knowledge management applications in the near future. (e.g monitoring new content relevant to users’ needs, popular topics, issues arising, ect)
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